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1. The Foundational Flaw: Speculative Execution of Critical Sections

Disclosed by researchers at IBM and Vrije Universiteit Amsterdam (CVE-2024-2193), GhostRace demonstrates that all

fundamental operating system synchronization primitives (spinlocks, mutexes, read-copy-update / RCU, seqlocks) are

vulnerable to Speculative Concurrent Use (SCU). Because lock acquisition relies on a conditional branch checking

availability, modern out-of-order CPUs can speculatively mispredict the lock check, entering the critical section

simultaneously with another active thread.

2. Anatomy of the GhostRace Gadget in Linux Kernel 6.x

In a standard Linux spinlock (`spin_lock()`), a thread uses atomic `lock cmpxchg` or test-and-set loops. If the lock is held,

a branch instruction redirects execution to a spin-wait loop. GhostRace poisons the branch target buffer (BTB) or induces

speculative branch misprediction so the CPU speculatively bypasses the locked flag, executing loads and stores inside

the critical section before the misprediction is detected and squashed.

3. Data Race Window and Cache Coherency Exploitation

During the transient speculative window (spanning 100 to 200 clock cycles), the rogue speculative thread accesses

shared kernel objects that are currently in a non-deterministic, partially updated state. By manipulating cache lines via

`clflush` or bus-contention timing, attackers extract kernel secrets through classic microarchitectural cache side-channels

(Flush+Reload).

4. Serialization Mitigations and the Performance Tax

Closing GhostRace requires inserting memory serialization barriers (`lfence` or serializing lock instructions) immediately

following every lock acquisition conditional branch. However, serializing every synchronization primitive across the Linux

kernel induces a crushing 5% to 15% overall throughput degradation in thread-heavy workloads. The paper analyzes the

Linux kernel's selective mitigation strategies and hardware-level branch predictor fixes.
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